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K-Means

Unsupervised learning
algorithm for clustering
unclassified samples

Algorithm 2 K-Means Implementation in RCAM

paf

/! X: the group of samples
// Every x € X is stored in a separate RCAM row

/] Assignment: assign each sample with a cluster
// Each of the k means is a tuple: (ijneqn, Mean)
1:  Foreachi 1:
el
é: Write mean coordinates to temp columns
For each attr € {sample attributes}:

dlStattr = Xattr — MEAN g1ty
$qDistarey  (distaer)?

®

Tag rows with sqDist;, jpeqn < min_sqDist
Write min_sqDist < sqDistiy mean

o@D D

Write Ia'.ssi,tjr“neni_‘."neran “ lmean

/! Update: calculate new mean coordinates
10:  Foreach iypqn € [1,K]:
11: Tag rows with lassigned_mean == imean

12: For each atrrrﬁWmM@_l' .

13: Sumggy, +f Reduction(xg40-)

14: Cluster_size < Reduction(match_lines)
15: mean s, < SJT'WI

SquStto_mean “ SquStto_meaﬂ + SquStattr
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Work Dataset

Ref. Platform Samples Attributes Size on disk Clusters

[11] GPU 1.4M 5 21.3MB 240

[45] FPGA 2M 4 31.6MB 4

[62] FPGA M 1 4MB 128

[23] Intel i7 2.5M 68 318.8MB 10000
10-GPU

[63] B 40 157.2GB 120
Cluster
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1. F 1
1000 -
2 \\ attr < CUETVattr — Xater Spgziup
. pa(a sqDistaper < (distyy,)?
SS\\'e 4: sqDist « sqDistyapeiq + SqDIStapey —_ Energy eff.
N\a //Assume unique sqDist values § 100 - 3

//Find K closest samples ‘-E-'
/Histogram of all classes maintained by microcontroller E
/fStart with all samples unmarked O K’L\ E 10 +
5:  Loop K times . o
7 dN\\ﬂ
8: row to microcontroller " ﬂ 1
9:

Technology

(y

K Nearest Neighbors

o o . Work Platf Dataset

o C I a SS Ifl Cat I O n a n d Ref. attorm Name Samples Attributes K
. . [61] FPGA KDz[é'Oi”p 20.5k 5 240
reg reSSIOn a |g0r|th m [36] GPU KDD-Cup 99 4.9M 41 1000

Ni::l-:v'l SIFT [49] im 128 16

[43] GPU
AlexNet [42] 1M 4096 32
NCAM

Algorithm 3 KNN Implementation in RCAM

//K denotes the number of nearest neighbors.
/{Every sample x € X may be stored in several consecutive

RCAM rows; the code assumes one row per sample for
simplicity.

//{Each sample is characterized by M attributes

//Calculate distance of each dataset sample from query

On microcontroller: Histogram[class]++ [62]
/[Classification: Class with highest histogram

m Ref. Runtime (msec)

ReCAM Runtime (msec)

Speedup
352x Speedup
Energy eff. 67.9x
215.5% Energy eff.
0.2x
[46] GPU  [46] NCAM
AlexNet AlexNet

33890
Speedup
305x
Energy eff.
Speedup 297.9x
17470x
Energy eff. Speedup
15722x 17.9x
Energy eff.
0.9%
0.19 I 0.19
[38] [46] CPU SIFT  [46] NCAM
SIFT
Compared Work
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"~ Smith-Waterman Algorithm

Accepted, IEEE Micro

SmithWatermanScore(d, n, B, m) {

* Local sequence alignment algorithm s it (o AD(a O FT4) 1%, seadl"], seasl ] < (0,040

_ Finds |Ongest llsimilar” Subsequence 2 max_score € 0 Jfscalar to hold the maximal cell value

. . . 3
within 2 given sequences (DNA / 4 rightAD < imod 3; middle AD < (i~1)mod 3; eft AD < (i-2) mod 3
protei n) 5 seqBf*] < Bfi..1] // Prepare subsequence B for next iteration
6
7

for i=0 to n+m-1 do {

shift ADfleft_AD][*] 1 row down
AD[right AD][*]< AD[left_ADJ[*] + match(seqA[*], seqB[*]) // (i) in Eq. (3)
J7AD{left AD] is not needed anymore. Will be used as o temp variable

O(nz) com putation 8  AD[right AD] < max{ AD[right AD]{*], 0} H liv)in (3)
8 9 AD[left AD][*] € AD[middle AD]{*] — Gryrer i) in (1) & (2)
n = 10° or more - 10 tmp € A* = Goxe
- 11 F*] <« max{ AD{left_AD][*], temp} Hiin(2)
Embrss para llel, o 12 AD[right AD)[*] < max{ AD[right_AD)[*}, F{*}  /f {ii)in (3)
. 2 13 temp € H*] —Gaye
tlme = O(n /#PU) e 14 E[*] € max{ ADfleft_AD][*], tmp } H i) in (1)

15 shift £* 1 row down
16 AD[right AD][*] < max{ AD[tight ADJ[*], E [*]} H i) in (3)
ReCAM WINS 17  max_score < maximaxScalarfAD(right_AD][*]), max_score ] ffscalar inst.

Rumans/1-422 | - . o e o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e a e
Ay 1-898 TMFTLOQPTPTAIGTYVVPPWEAGTLIERLPSLEDMAHKDNY | AMRNLPCLGT

Accelerator Xeon Phi FPGA GPU ReCAM

kuman/1-422 T T T T T T

Ay 1-898 1 AGGSGLGG IAGKPSPTMEAVEASTASHPHSTSSYFATTYYHLTDDEC

Performance

R e Tomence 023 60 111 53
LR A s Number of ICs 4 128 384 32
human/1-422 10W SEG SERCEBM- - - - - - - - - - - oo
y/1-898 20 GIN_AQIEIQSTGSGSSSTSAGNSISAKVE

Ruman/1-922 F 138 - - - - - - - - - - oo e e e 3
Ay 1-898 251 WEIGGNVENVASGERGTLESSTDLMOTATPLNESESG SNSGEGSEQER

Power (kW) 0.8 1.3 100.0 6.6

human/1-422 | 142 MM D M| L] | = / 0'3 4'7 O-l 8-0
Ay 1-898 301 I ME L TRHAAGPGPLEPARAAPLYVGOSPNHLGTRSSHPQLWHGNHGC

ramen/ a7 ] 155 - - - ol roCl oo e Reference [48] [72] [21]

Ay 1-898 351 ALQQHOQQ FFPRHYSGS - LSEIRBISSAPNIASVTAYASGPSLAK
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Conclusions
 ReCAM Processing in Storage supports a wide
variety of algorithms
* Recent trends favor ReCAM Processing in

Storage

 Might deliver the next 10x performance
Improvement

* Might enable Exabyte-size dataset processing

* New programming challenges emerge
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Accelerator for
Sparse Machine Learning
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State of Art™

 SpMV accelerator integrated into a CPU core
* Fetches all matrix elements from memory
e Arithmetic intensity for SpMSpV: O(sparsity)
— sparsity ~= 0.02%**
— Performance = arithmetic intensity x memory bandwidth

Fetch matrix from Index Multiply and

memory comparisons accumulate Sum :pgpl;:,is/; 31).|lputs
(All patterns) (SpMSpV) (All patterns) "
M " —
Matrix Fetch .
— > -» »>
g Engine 4x4 compare _I.l. FMAs Reduction
A
Cache comm.
—
upit
Cache subsystem
Fetch engine 4x4 Compare MAC Reduction

* Mishra, A., Nurvitadhi, E., Venkatesh, G., Pearce, J., and Marr, D, "Fine-grained accelerators for sparse machine learning workloads," IEEE ASP-DAC 14
** Based on: T. Davis, Y. Hu, "The University of Florida sparse matrix collection," ACM Transactions on Mathematical Software, 38, no. 1
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Our Accelerator

 Reduces SpMSpV memory access by 3-4 orders of magnitude
— By fetching only the matrix elements that produce nonzero partial results

e Arithmetic intensity: O(1)

Algorithm 1 CSC SpMV

Let C(m) be a vector of size m, all zero initially.
Let A(m,n) be an mxn matrix of nnzs nonzero elements, stored
in CSC format, as follows:
®  ApomTer(n) is a double (8B) vector of column pointers;
e  Apowmpex(hnzs) is a double vector (8B) of row indexes;
e  Awvarue(nnza) is a double (8B) vector of nonzero elements
of A;
e Column;of A is held in
AROW INDEX [APOINTERI_,..., APOINTERI+1-1] (row indices) and
AvarUE[APOINTERT ..., APOINTERI+1-1] (values).
Let B be a column vector of nnzg nonzero elements, as follows:
e  Bmpex is a double vector (8B) of indexes;
e By ue is a double vector (8B) of nonzero elements of B;
Main:
for (p=10;p <nnzg; p++) |
j = Bmoex [P] ;
bj = Bvarue [p] ;
for (q = Aromvtzr [J]; q < Apomvter [jT1]5 qTF)

i=Arowmpex[q] ;

aij =Avarve [q] ;

C [i] +=ail * bj;

h

oS BEANC LN

In review, IEEE Computer Architecture Letters

J SPM AELEM Agow INDEX
SPM A AVALUE
Fetch Engine >
Memory Binpex L1 Cache BVALUE
————— FMAC
| [ (SpV B)
| ! CyaLue
I 1 \ 2 v
1 I i < T[T ‘ lwe | AL-K\):
; L, Cache | | \ iF
1 - L1 St HwL iz 2 . Alh
; - e | e H
| I Cyarus RAM | Crepex CAM
| I _ g ‘ >k e X A',
| - - 3
PRODUCT CACHE
M 8B Ay SB C
ey 8B B‘,ALUE\ VALUE
' >A FMAC Write
Matrix A &E 8B Apow INDEX Partial
Fetch [ & $B Cpuppy L B from L B O Result C to
< Index Lookup Read Partial Product
in Product Result C from % A€ Cache
ADDR(B]NDEX) Cache Product Cache 8B Cysrup
STEP 0 STEP 1 STEP 2 STEP 3 STEP 4 STEP 5
15
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Comparison

* Median speedup, SpMSpV: 260x
— Compared to reference accelerator: 70x

* Energy reduction compared to reference accelerator
— SpMSpV: 8x
— K-SVM-C, K-SVM-R, Sparse PCA (using SpMSpV): 2x

1€+08
O  OurAccelerator Speedup = 35
u]
1e407 %  RefAccelerator Speedup 8 o
e - oo > 3
&S _ 2
1e+06 u %
w
E o = 20
& 100000 W oo
& = 315
3 10000 | S uw
2 T
3 4
@ o
Q1000 ppcFd 2 5
%)
100 B 0
K-SVM-C K-SVM-R Sparse PCA
10 B Ref Accelerator B Our Accelerator
1

16

K-SVM-[C,R]=Kernelized SVM [classification,regression]
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Converting to our accelerator

SOQ up FMA
MSp!

/

N\

Fetch matrix from Index Multiply and
memory pariso accumulate
(Al patterns) Sp (All patterns)
M Matrix Fetch ]

% —> Engine ——» 4x4 are FMAs

Cache comm. |

upit -

Cache subsystem

Fetch matrix from

memory
(All patterns)

M
-

Matrix Fetch
Engine

Read cols rather than rows

Multiply and

aecmhm Sum up FMA outputs
(All patterns) (SpMSpV)

- Product
—
FMAs j Vector Cache
Cache comm.
upit

Cache subsystem
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Summary

 ReCAM useful for PRinS (PRocessing in Storage)

— Use with caution

 CAM useful for SpMSpV accelerator
— Can be used also for SpMDV
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